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Review

* Algorithm analysis

Model Compression
Kernel computation
Mainly matrix multiplication

Datapath design (processing elements & memory consideration)



Targeting the Common Cases

* GEMM
C
K K for (n=0; n<N; n++) {
¢ for (k=0; k<K; k++){
OA[n, K] = b[n, k:
) ~ N for (c=0; c<C; c++){
C + - OA[n, k] = OA[n, K]+ IA[n, c]*W[c, K];
N

}
OA[Nn, k] = Act(OA[n, K]);

Input Weight }

activation (W) bias Oytpgt J
(1A) activation

(OA)



General Digital System (Simplified)

Memory
hierarchy

Address Reg. Larger

capacity

Buffer
(SRAM,
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scratchpad)

Main memory

(DRAM)




Datapath — Basic PE

for (m=0; m<M; m++) {
for (n=0; n<N; n++){

}

}

OA[m, n] = b[m, n];
for (k=0: k<K: k++)

OA[m, n] = OA[mM, n]+ X[m, k]*W[k, n]; »

}
OA[m, n] = Act(OA[m, n]);

Memory read

Regs.

C+=A~B

Filter weight =——

Fmap/activation =

Memory write/read
Updated partial sum

Partial sum

Reg.




Output-stationary Dataflow

* Maximize output reuse

Memory read

Regs. | Filter weight —— MAC Memory write/read
Updated partial sum

Fmap/activation =

Reg.
Partial sum L\|/ -~
1




Output-stationary Dataflow (Cont'd)

* Maximize output reuse

Memory read

MAC Memory write/read

Reg. Filter weight ——
Updated partial sum

Reg. | Fmap/activation ——

Reg.
Partial sum L\|/

I for (n=0; n<N; n++) {
n for (k=0; k<M; m++){

OA[m, n] = b[m, n];
y m ~ for (k=0; k<K; k++){
A X = OA[m, n] = OA[m, n]+ X[m, K*WI[k, n]:
Ad }
A = '
L‘J W y } OA[m, n] = Act(OA[m, n]);
ness | J W e } ZA B 1R w R




Welight-stationary Dataflow

* Maximize weight reuse

Memory read

Reg. Filter weight — MAC Memory write/read
Updated partial sum

Reg. | Fmap/activation

Reg.
Reg. Partial sum L\I/
for (n=0; n<N; n++) {
k n for (k=0; k<K; k++X
[] for (m=0; m<M; m++){

A m OA[m, n] = p[m, n];
x X = OA[m, n] = OA[m, n]+ X[m, k]*W[k, n]:
W\ }
A W OA[m, n] = Act(OA[m, n]);
vy v )
A A Fy :
A Jm' i1 } = 4 %A 135 WK




Input-stationary Dataflow

* Maximize input reuse

Memory read

Reg. Filter weight — MAC Memory write/read
Updated partial sum

Reg. | Fmap/activation

Reg.
Reg. Partial sum L\I/

for (m=0; m<M; m++) {
k n for (k=0; k<K; k++)

for (n=0; Nn<N; n++){
A m OA[m, n] = p[m, n];
4 X = OA[m, n] = OA[m, n]+ X[m, K]*W[k, n]:
kol )
A W OA[m, n] = Act(OA[m, n]);
vy v )
N =—.,.- ‘P -'u'. il 12 ZA %’k/* msl ] 4 Ly v




Data Reuse in GEMM

* Total MACs
k
n . .
* |nput activations
m X _
* Weight
W
X V

OQutput Activations



Data Reuse In Convolution

Weights
Input \Z :
act. C
\Z " I
C T LV
i 45 S
| 175
| 795
H —— /j/ *
1)
4

W

C input channels

Shared weights

Qutput
act.

NN N NN

v
N,
A\ N N A N
SOSOSON

K filters
Q

K output channels

Total MACs

Input activations

Weight

Output Activations



Parallelization

* Weight-stationary for example

Memory read

Reg. Filter weight — MAC Memory write/read
o Updated partial sum
Reg. | Fmap/activation
Reg.
Reg. Partial sum L\I/
Reg. MAC
‘ ) (
Reg.
n DT 1=
A m X _ Reg.
Ad
A
‘f W * W broadcasted to 2 MAC units
A A
ﬁ — | Y « Xand V stored in column-major order, ) 2 iR
A %—r—'——?‘imr_ "P m| ”h]l ....-—fu %’Qd‘ a"& “f\_ A\ |




Summary

* Matrix multiplication can be implemented with basic PE or a MAC unit;

* Different dataflow (order of execution/for-loop) change the number of memory
access, and It affects the energy cost and execution time;

* Increase the number of PEs (parallelism) improve the performance with ideal data
layout and sufficient bandwidth.



Dataflow Accelerator

* 1D convolution for example

Xo | X1 | X2 | X3 * (Wo (Wi (W2 | = Yo |1
X W Y
X0 MAC X1— MAC X2 — MAC
Wo— W1 Wo—
0 \ L/ | \ L/ |

— Yo

Basic PE

MAC




Dataflow Accelerator

* 1D convolution for example

Xo | X1 | X2 | X3 * (Wo (Wi (W2 | = Yo |1
X W Y
X1 MAC X2 — MAC X3 MAC
Wo— W1 Wo—
0 \ L/ | \ L/ |

— V1

Basic PE

MAC




Dataflow Accelerator

* 1D convolution for example

Xo | X1 | X2 | X3 * (Wo (Wi (W2 | = Yo |1
X W Y
X2 ] MAC X3 MAC Xa— MAC
Wo— W1 Wo—
0 \ L/ | \ L/ |

— Y2

Basic PE

MAC




Dataflow Accelerator

* 1D convolution for example

Xog | X1 | X2 | X3 * Wqo |W1 |Wy = Yo |1
X W Y
Regs. [ x, |+ Xies o ie From lower-
level memory
MAC MAC MAC
Wo—®% W1—®% W2 y;
0 T 1 W |

Long critical path

Basic PE
a— MAC
b_
C




Dataflow Accelerator (Cont'd)

* 1D convolution for example Basic PE
a— MAC
Xog | X1 | X2 | X3 cee * Wo (W1 |Wy = Yo |1 . b—
X W Y :
From lower- [ x, R > Regs.
level memory

MAC MAC MAC
Wo — W1 — W,

Y00 L/ L/ L/




Dataflow Accelerator (Cont'd)

* 1D convolution for example

Xo | X1 | X2 | X3

X

From lower-
level memory

* |wy |(wy (wy Yo | V1
W Y
X1 X1
Wy — Wi —
v1 0 L Yo

L/

Basic PE
a— MAC
b— -
C
Regs.
L/




Dataflow Accelerator (Cont'd)

* 1D convolution for example

Xo | X1 | X2 | X3

X

From lower-
level memory

* Wo (W1 |Wy Yo | V1
W Y
X9 X2
MAC MAC
WO — Wl'—'
Y2 0 L |

L/

Basic PE
a— MAC
b— g
C
X2 Regs.
MAC
W)
Yo 1/




Dataflow Accelerator (Cont'd)

* 1D convolution for example

Xo | X1 | X2 | X3

X

Broadcast input

L/

From lower-
level memory

Weight

stationary ,,

*

Wy

Wq

—> X3

W

Yo

V1

W —

L/

Basic PE
a— MAC
b_
C
X3 Regs.
MAC
W)
Y1 \/

Pipelined/Systolic
partial sum
propagation



Dataflow Accelerator (Cont'd)

* 1D convolution for example (output-stationary) Basic PE
d — MAC
Xo | %1 | X |[x3 | oo | * |wo |wy (Wa| = |y |y | ... b— |
X W Y ‘
X0
Wo
MAC MAC MAC

Yo V1 Y2




Dataflow Accelerator (Cont'd)

* 1D convolution for example (output-stationary) Basic PE
d — MAC
Xog | X1 | X2 | X3 cee * Wo (W1 |Wy = Yo |1 . b— | d
X W Y ‘
X1 X1
W1 > Wy
MAC MAC MAC

Yo V1 Y2




Dataflow Accelerator (Cont'd)

* 1D convolution for example (output-stationary) Basic PE
d — MAC
Xo | X1 Xy | X3 . * Wo (W1 |Wy = Yo |1 .es b— | d
X W Y ‘
X5 X9 X2
W, > Wy Wo
MAC MAC MAC

Yo V1 Y2




Dataflow Accelerator (Cont'd)

* 1D convolution for example (output-stationary) Basic PE
d — MAC
Xo | X1 Xy | X3 . * Wo (W1 |Wy = Yo |1 .es b— | d
X W Y ‘
X3 X3 X3
Wq > Wy Wq
MAC MAC MAC

Y3 V1 Y2




Dataflow Accelerator (Cont'd)

* 1D convolution for example (output-stationary) Basic PE
d — MAC
Xo | X1 Xy | X3 . * Wo (W1 |Wy = Yo |1 .es b— | d
X W Y ‘
X4 X4 X4
Wq > Wy W»
MAC MAC MAC

Y3 Va4 Y2




Dataflow Accelerator — 2D Conv.

* Row-stationary

xo x1 xz x3 X4 * WO W1 W2 = yO yl )’2

Xs | Xg | X7 | Xg | X9 W3 |(Wy |Ws Y3 | Va4 | Vs
We (w, W

X10 |X11 |X12 |X13 |X14 6 |7 |Ws Ye | V7 | Vs

X20 [X21 |X22 |X23 |X24

Weights unicasted to each PE, Output-stationary in each PE,
- and stay in each PE and then shift out systolically

Input shift-in e e T

systolically |[*2] "1 WOth,h Ws| Wy ij)j,h wg| W7 %jX)j,h
X4 | X3 X2 | X1 | X0 I X9 | Xg X7| X6 | X5 | X14| X13[7]| *12| X11] X10 '
Yo| V1| Y2 Yo| V1| )2 Yo| Y1| Y2
Different rows unicasted
to each PE

Y.-H. Chen, J. Emer and V. Sze, "Eyeriss: A spatial architecture for energy -efficient
dataflow for convolutional neural networks", Proc. ISCA, pp. 367-379, 2016.



Dataflow Accelerator — 2D Conv. (Cont'd)

* Higher reuse ratio with more PE units

—

MAC
Wg | W7 | Wg
X14 | X131 X12| X11| *10 L
Yo | V1| Y2
MAC
Ws | Wy | W3
X9 | Xg X7 | X6 | X5 [
Yol V1| Y2
MAC
Wy | Wi | Wy
Xa | X3 X2 | X1 | X0 [
Yol V1| Y2

MAC
Wg | W7 | Wg
X19 | X18 [ X17| X16| X15 L
Y3 | Va| Vs
MAC
Ws | Wy | W3
X14| X13 X12| X11| *X10 [
Y3 | Va| Ys
MAC
Wy | Wi | Wy
Xg | Xg X7 | X6 | X5 [
Y3 | Yal| Y

5

Yo | %1 | X2 (X3 |X4 [ < [Wo W1 [Wo | =¥ |V1 ()2
X5 | Xg | X7 | Xg | X9 W3 |Wy |Wsg V3 | Vs | Vs
X10 [X11 [X12 |X13 [X14 We W7 [Ws Ve |Y7 | Vs
X15 |X16 [X17 |X18 [X19
X20 |X21 |X22 (X23 |X24
MAC
Ws | Wy | W3
X19| X18 X17| X16| X15 'A\l'/
Ye | Y7 | Vs
MAC
Wy | Wi | Wy
X14| X13 X12| X11| X10 '4\"/
Ye | Y71 Vs

Y.-H. Chen, J. Emer and V. Sze, "Eyeriss: A spatial architecture for energy -efficient
dataflow for convolutional neural networks", Proc. ISCA, pp. 367-379, 2016.




Problem Formulation

* Matrix multiplication as an example

k n

X V

for (m=0; m<M; m++) {
for (n=0; n<N; n++){
OA[m,n] = b[m,n];
for (k=0; k<K; k++){
OA[m, n] = OA[mM, n]+ IA[m, k]*WI[Kk, n];

}
} \ In each loop I=[m,n kK],
a multiplication and an

addition are performed.

}

Basic PE
0 a— MAC a— MAC
7 b— _ 4 ? b——9 - d
C C—
a— MAC a — MAC
?b— g ? b— P H—d
C— C—
* |n total mnk computation tasks,
to map to the available PEs
* With the inputs ready at the time
when the tasks are executed



Problem Formulation (Cont'd)

* Matrix multiplication as an example

A Y
(0,1,2) n
«t @ 0r(112) a—@mggi) a —7< A\ MAC(LY)
"""';";;'_'_'_'_'_'_O_( ..... B d d
P O (1,1,1) - - .

Va fx o a— MAC(0,0) a—w,o)
(0,00) (1,00 M b—%_d b— g e

c L

for (m=0; m<M; m++) {
for (n=0; n<N; n++){ X
OA[m,n] = b[m,n];
for (k=0; k<K; k++){
OA[m, n] = OA[m, n]+ IA[m, k]*WI[k, n];
t
} In each loop I=[m,n kK],
} a multiplication and an
addition are performed.

v

* |n total m*n*xk computation tasks,
to map to the available PEs

* With the inputs ready at the time
when the tasks are executed



Example 1

* Matrix multiplication as an example (weight-stationary)

(0,000 (1,000 ™M

Dependence matrix:

Projection matrix:

Scheduling matrix:

Y

a— MAC(0,1)
b—zg @7 d
C

a —@ MAC(0,0)
b__
C

a —zz ; MAC(1,1)
b__
C

a—| MAC(1,0)
b—@%

c L/

v



Example 2

* 1-D Conv.
forn{
for k {
y[n] = yIn]+ X[n-K]*w[k];
}
}

Dependence matrix:
Projection matrix:

Scheduling matrix:

a —

@%CB(OL

a — MAC(1)
b—@%
c

L/

v



Systolic Array

* Bandwidth o perimeter vs. Computation o area

* Compute-bound vs. bandwidth-bound

Mem.

Processing

N

Element (PE)

5 MOPS

Mem.

N

PE

PE

PE

PE

H. T. Kung, Why systolic Architectures? IEEE Computer, 1982

20 MOPS
possible



Systolic Array with Various Topologies

H. T. Kung, Why systolic Architectures? IEEE Computer, 1982



Systolic Array — Design Case

* Google TPU v1

14 GiB/s

N

PCle
Interface

| S

14 GiB/s

N

[Cloff-Chip /O
[IData Buffer

] Computation
[ Control

Host
Interface

Mot to Scale

14 GiB/s — 306ig)s s
[ Interfaces ] Mmﬂ]

l ) m] ﬂmmﬁ

fs 4 N (€ ) ] ——— .
10 GiB/< |Unified Buffer 62 HH

iB/s Systolic| GiB/s bbbt 1T
Storage) || Control {eskpen cyele)
— . VAN v,

[ Accumulators
ﬁ [ Activation
i 165 GiB/s .

{LI [ Normalize/Pool

[t s o

Local Unified Buffer for Matrix Multiply Unit
Activations (256x256x8b=64K MAC)
(96Kx256x8b = 24 MiB) 24%
29% of chip
D Host Accumulators D
A Interf. 2% (4Kx256x32b =4 MiB) 6% |
M

r — # M
port _ Activation Pipeline 6% |~ | port
ddr3

ddr3
3% |. PCle " L] 3%

5l Interface 3% | & i [Misc. WO 1% | L

Matrix unit produces one 256-element partial
sum per clock cycle

Matrix unit holds one 64 KiB tile of weights plus
one for double-buffering (to hide the 256
cycles it takes to shift a tile in)

2048+2 accumulator units to match MMU (to
deal to Wmatrix larger than 256*256)

In-Datacenter Performance Analysis of a Tensor Processing Unit. By Google.



Tiling

A / Al A2 |1 B3|l
\ \ﬂ / A3 A4 B2 B4 C3 C4

(I

3232 32+32 32%32

_ * Extra accumulators required
— * 4 *
Cl=AlxBLtTiAZ~B2 * Need to decide the dataflow




Adder Tree-based Design

* Multiply-and-add/accumulate by adder tree

C

O 000000000000 0a00gao
X X X X X X X X X X X X X X X X
O OO0 0000000000000
1 [ Y A I T I Y [ Y A I I AN I I N I N
X = O OO0 000000000 b0gogd d
N/ N/ N/ N/ N/ N/ N/ N/
+ + + + + + +
N/ N/ N/ A4
+ + + +
\+/ \ /
+
+ Only deal with fixed C (16) T
* What if C<16? ]
e What if C>16? Tiling! 16 element-wise multiply-and-add

Memory access

PPA




Adder Tree — Design Case

* Al core inside Ascend Al processor (DaVinci architecture)

FE D=

i“ H. Liao et al., "Ascend: a Scalable and Unified Architecture for Ubiquitous Deep Neural
. i Network Computing : Industry Track Paper,” 2021 IEEE International Symposium on - . 515l > )
A BA a’&‘:] 73 v

R High-Performance Computer Architecture (HPCA), 2021, pp. 789-801. 2. 75




Summary

* Various methods to implement GEMM and Conv.
* They have different memory access patterns/requirements



